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Abstract

Trust has been researched from various perspectives, focusing
mainly on interpersonal trust in a traditional world of face-to-
face interaction. Nowadays, technology has changed the ways
people interact with each other, and thus the way trust is es-
tablished or destroyed. Increasingly often we interact with rep-
resentations of others mediated through technology rather than
with people or organizations themselves. This changes the en-
vironmental cues we rely on when assigning trust to others. In
the current state of affairs, there is a mismatch between how we
assign trust in technical environments on the one hand and how
we should reasonably assign trust on the other hand, consider-
ing how technology works or fails to work. This mismatch is
exploited in semantic attacks. This paper examines four brief
case studies of such semantic attacks.

Introduction

Issues of trust have been studied from various perspectives, in-
cluding social, psychological, economic, and technical view-
points. In a world of ubiquitous networks and devices, the no-
tion of trust is closely related to computer security. Trust and
trustworthiness are key notions in computer security where the
aim is to create technology that deserves trust and thus is trust-
worthy. As security deals with deliberate attacks (as opposed
to accidents or errors), any attempt to understand or model trust
is futile if it does not consider such attacks and the likely be-
haviour of attackers. The basic assumption in computer secu-
rity is that a person or a system should not trust anyone or any-
thing unless trust is justified by technical measures enforcing
certain properties or a certain behaviour of a system, an actor,
or of data exchanged. Unconditional trust should be limited to
as few components of a system as possible.
A common property of attackers is that they cheat; they

won’t play by the rules the designer or the owner of a system
has set explicitly or implicitly. Rather, attackers take advantage
of every possible feature, misfeature, or weakness of a system
that might help them in conducting their attacks [1, 10]. At-
tackers are opportunists. Typically, they look for features and
properties that are easily exploitable, offer a high chance of
success and a low risk of premature detection.

This paper examines a class of attacks related to the founda-
tions of establishing and maintaining trust where technology is
involved: semantic attacks.

Trust and Learning

Trust is a complex phenomenon, if a single phenomenon at all.
Consequently, there is no concise yet comprehensive definition
of the term covering all of its aspects and different meanings.
Common elements of trust definitions comprise

• Expectancy and reliance on future events or future be-
haviour of others,

• Risk and uncertainty,

• Lack or tranfsfer of control, and

• A situation where the trustor needs to make a decision.

Trust is given in advance, expecting some outcome in the fu-
ture over which one has no control [9, 11]. Trust could also be
described as a reduction in perceived risk without a reduction
of the actual risk that exists in a transaction.
Likewise, in computer security, the term trust refers to the

assumption that an entity has certain properties or behaves in
a certain way. If such an entity fails to hold its promises, the
entire system breaks. Trust is a somewhat less complex and
more restricted notion here because it is assigned to entities in
the process of systems design rather than emerging from social
interaction. The overall goal here is to reduce the number and
scope of trust relationships as far as possible [11, 12, 16].
Back in the real world, one important aspect of human trust

is that it can be established in a process of learning. One could
even argue that some theories of trust are, at least in part, theo-
ries of human learning [9, 14]. Trust can be characterized as a
personal and subjective feeling [8], yet it is influenced by past
experiences of the trustor and thus depends on facts of objective
reality.
In a ruthless simplification of psychological learning theo-

ries, key elements of learning are

• Feedback,

• Reiterations, and



• Consistency.

When we say trust can be established through repeated positive
experiences, it is just these three elements that create this kind
of trust.
When considering learning, we must bear in mind that learn-

ing is not a conscious activity a subject would be able to control.
Although there are forms of wilful learning, e.g. training one-
self in an activity like juggling or dancing, most learning occurs
unperceivedly in everyday life. We learn the layout of a super-
market, asessment of the traffic surrounding us on a motorway,
or interpretation of other people’s facial expressions not in an
explicit, deliberate effort to learn them but through repeated ev-
eryday experience, and we build models and expectations based
on such experience.
If the term is not used in too broad a sense, trust refers to

relationships between people. As Friedman et al. [7] point
out: »People trust people, not technology.«. Technology, how-
ever, fundamentally changes the ways people interact with each
other. In todays world, information presented to us by some de-
vice may be all we ever perceive about a person, and thus the
sole basis of our decision to trust or to mistrust this person in
any respect.

Semantic Attacks

Semantic attacks are ». . . attacks that target the way we, as
humans, assign meaning to content.« [15]. A more detailed
definition is given by Wheeler [17]:

»A “semantic attack” is an attack in which the at-
tacker uses the computing infrastructure/system in a
way that fools the victim into thinking they are doing
something, but are doing something different, yet the
computing infrastructure/system is working exactly
as it was designed to do. Semantic attacks often in-
volve financial scams, where the attacker is trying to
fool the victim into giving the attacker large sums of
money (e.g., thinking they’re investing in something).
For example, the attacker may try to convince the
user that they’re looking at a trusted website, even
if they aren’t.«

Semantic attacks are closely related to social engineering, yet
different in that they exploit the way a system works rather than
attacking people directly, e.g. talking them into something over
the telephone.

Exploiting Trust

Though the phenomenon of trust occurs between people, it be-
comes an issue of technology when people interact by means
of technology. Doing so, no longer can we base assessment
and decisions on our immediate perception of the others’ ap-
pearance, behaviour, etc. Rather, we are forced to replace these
with signs or cues the technology provides us with. Unfor-
tunately, these are much more prone to attack and abuse than
those we are familiar with. In this sextion, we shall examine

case studies of semantic attacks to see how they exploit trust,
or how technology fails to induce mistrust where it should.

Fake Web Sites

A fake Web site is a Web site with the look and feel of some
well known, well reputed site controlled by somebody else than
the owner of the original site. Various kinds of attacks can be
conducted using fake Web sites, e.g.:

• Spreading false news or other misinformation through
what seems to be a credible source,

• Collecting user account information for the original site,
facilitating breakins and identity theft,

• Collecting other personal information like credit card de-
tails, or

• Tricking people into downloading some trojan horse soft-
ware.

The creation of fake Web sites is sort of supported by the ar-
chitecture of the World Wide Web. Web sites are visited by
means of a browser which provides a static framework for dy-
namic content. Each Web site has a specific look and feel and
a specific set of URLs. The look and feel and even most actual
contents of a site can easily be copied elsewhere. Due to bugs
in Web browsers and standards, and due to the way computers
deal with character sets1, URLs that appear in a browser’s URL
field can be manipulated, too. The only actual problem the at-
tacker is facing is the need to get people to visit the fake site
instead of the real one.
What makes these attacks interesting in the context of trust

is the fact that a security mechanism exists and is widely avail-
able which has been designed to prevent just this type of at-
tacks: Site authentication through SSL. This protocol is sup-
ported by all major Web browsers and Web servers. Because it
supports transport encryption, it is also widely used where per-
sonal information is transmitted between users’ browsers and
Web sites, e.g. in Web-based e-mail services or shopping sites.
Yet, this security mechanism fails to alert users properly when
they are exposed to false visual cues like a copied look and feel
or manipulated URLs.
This attack targets the few trust cues available on the Web:

visual appearance and URLs. These two are experienced by
the user as identifying a Web site. By impersonating someone
else, attackers can exploit existing trust relationships. Common
implementations of the security mechanism intended to prevent
such attacks, on the other hand, provide additional cues when
used by a site but fail to warn about their absence, or about any
mismatch between formal security provided by the technology
and the cues perceived by the user.

1For the computer, characters are different if they are represented by different
numeric character codes. To a human user, two such different characters
may look just the same, though.



Premium Rate Phone Scams

Premium rate phone numbers offer an easy way to sell services
through the phone network, e.g. consulting of experts or down-
loading information to a fax machine. When using such a ser-
vice, the caller is charged a higher amount than usual which she
simply pays with the monthly phone bill. Part of this money is
forwarded by the telco to the service provider. Thus, for the
service provider the number and length of calls translates into
revenue.
Since the introduction of premium rate services, various

schemes appeared aiming at tricking people into calling a cer-
tain number, losing a couple of bucks without getting some-
thing they are actually interested in. We shall explore only one
particular trick which involves technology and thus belongs to
the category of semantic attacks.
All mobile phones and many modern fixed-line phones sup-

port a call register. When an incoming call is not accepted, e.g.
because the phone is unattended, the number of the caller is
saved in memory and displayed when the owner of the phone
returns, making it pretty to call back people without the trou-
bles of listening and talking to answering machines. Especially
in mobile phones, this function is easily accessible, being ad-
vertised on the display as soon as there was an unanswered call.
Premium rate scammers abuse the call register function like

this: They make extremely short calls to mobile phones, too
short for the owner to answer the phone, and transmit as the
caller ID the premium rate number whose revenue stream they
are trying to improve. What they are hoping for are phone
owners who try to call back after a seemingly failed attempt
of someone to get in touch with them. Which by the way is
most attractive if the service provider charges a fixed amount
per call regardless of the time spent on the phone.
In this instance, security mechanisms are missing. The call

register function is experienced by the user as useful and not
dangerous. The attack differs from this experience only in its
malicious intent and possibly the phone number displayed. Ex-
cept for this number, which can be designed to look unsuspi-
ciously at least at first glance, nothing indicates the difference
from normal operations. The user is left with only two choices:
to trust or not to use a useful feature of the device.

Malware Spreading Through E-Mail

Starting with the Melissa virus [4] and the Love Letter worm
[5], a wave of e-mail malware has been and still is hitting the
Internet. Such malware, typically, is spread as an e-mail mes-
sage carrying an attachment. When the attachment is opened
by a recipient, the worm or virus is executed. It then tries to
gather new e-mail addresses e.g. from the user’s address book,
and sends itself to these addresses in the same manner as an
e-mail message carrying an attachment.
Ever since Melissa and Love Letter appeared on the scene,

one countermeasure proposed to computer users is to be cau-
tious with attachments, and to avoid opening them. The CERT
advisory regarding the Love Letter worm, for instance, recom-
mends:

»Exercise caution with attachments in email. Users
should never open attachments from an untrusted ori-
gin, or that appear suspicious in any way.«

Unfortunately, every new e-mail malware appearing proves this
measure ineffective. Obviously, a considerable fraction of the
Internet’s population is unable to distinguish suspicious from
unsuspicious attachments, or to properly assess the trustwor-
thiness of a message’s source.
The issue of malicious e-mail attachments is similar to the

call register example described above. Here it becomes even
more obvious that the underlying cause is a lack of technical
security. Computers really should not execute code received
in an e-mail message in the first place. Again, a feature is
exploited that is experienced as useful, harmless, and impor-
tant – ever tried to ignore an attachment from your boss? – in
everyday use. Users build their models and habits upon such
experience, and are unable to compensate for lack of techni-
cal security where an attack presents itself in a familiar and
unsuspicious fashion, being recognizable only through careful
attention to seemingly irrelevant details of the situation.

Downloading and Running Software

While the cases described so far are based on reports of attacks
observed in reality, this item is somewhat speculative. The au-
thor is not aware of any reports of actual exploits. Successful
exploits are likely to be classified as user errors, though.
Downloading Software from the Internet and installing or ex-

ecuting it on the local machine is a common and convenient
way to extend a computer’s functionality. Such software down-
loads are not necessarily an activity the user needs to perform
consciously. Java applets, for instance, are embedded in Web
pages, as is their download and execution in some other activ-
ity.
In the case of Java applets, a workable security technology

is in place. An applet is executed in a sandbox limiting the
damage it can do to the local system. If these limited permis-
sions are not sufficient for the applet to fulfill its purpose, it
can request further permissions. The applet needs to be signed
using a cryptographic signature to enable the user download-
ing it to verify its origin. So when an applet requests extended
permissions, the user is presented with a dialog displaying sig-
nature details and specifying the permissions asked for. The
user is thereby asked whether the specified permissions should
be granted or not.
It is unclear and, as far as the author is aware of, has not been

researched yet, what is the actual basis of the decisions users
make in such a situation. The design of the security technology
here suggests and assumes a certain behaviour: to check the va-
lidity of the signature, and to decide whether to trust the entity
identified by it. There is a catch, however: An applet that re-
quests additional permissions is likely to fail or at least be less
useful if these permissions are not granted for whatever rea-
son. Some Web applications even produce a dialog box telling
the user to grant all permissions requested or the applet won’t
work. Repeated exposure of a user to such applets may have the



effect that the user makes positive experiences when carelessly
granting permissions while getting negative feedback when be-
ing more careful, thus learning carelessness.
What we see here might be a mismatch between formal

properties and requirements of an existing security mechanism
and the user’s learning in repeated interaction with the system.
Other than in the case of fake Web sites, the mismatch does
not occur on the level of trust cues. Rather, the feedback pro-
vided to the user by the overall system counteracts learning of
the proper ways of decision making. The system offers to the
learning user a strong and simple model: Grant all permissions
requested and you’ll be fine. The user is likely to learn this
model instead of all the subtleties of permissions and malicious
code.

Conclusion

Fraud, scams, and confidence schemes aren’t an invention of
the information age. However, information technology funda-
mentally changes ways people interact. Consequently, the bad
guys change their ways of attacking people. Fraud and scams
are and have always been a matter of exploiting trust. Tradi-
tional attacks of this kind are limited to direct human-human
interaction, and usually attempt to establish a false trust rela-
tionship for a limited amount of time. Ubiquitous technology
has changed this situation. Attackers could target virtually ev-
eryone, and they can more easily impersonate others exploiting
existing trust relationships rather than establishing new ones.
Stepping back or aside from the concept of security is not an

option when dealing with issues of trust in an ambient society.
Rather, we must understand how match the way security mech-
anisms (or lack thereof) work with the way people assign trust
to each other when interacting through technology, and design
and integrate security mechanisms accordingly.
As trust is closely related to learning, it is necessary to re-

search the long-term learning effects in human-computer inter-
action with respect to security and trust. Security technology
or lack thereof forces users to make decisions that could be
thought of as assigning trust or mistrust to others based on signs
and information presented through technical systems. Likely
there are interdependencies or interactions between what we
call trust and other effects of learning like habits and mental
models.
Semantic attacks exploit the way we assign meaning to con-

tents [15]. More specifically, they exploit mismatches between
the way technology works, i.e., provides or fails to provide se-
curity against certain types of manipulation, and the way we
learn and make decisions based on what we have learned when
interacting with technology, or with each other through technol-
ogy. While trust is a phenomenon that occurs between people,
it is frequently influenced by the environment people draw cues
from [7]. In an ambient society, devices, applications, and user
interfaces constitute a great deal of this environment. Before
even considering higher level models or exploitation of trust
we need to bring these in line with how people learn, think, and
make trust-related decisions. If we fail to achieve that, mod-

eling of trust-like concepts in technology is likely to make us
more vulnerable.

References

[1] Anderson, R.: Why Cryptosystems Fail

[2] Bosshardt, C.: Homo Confidens: eine Untersuchung des
Vertrauensphänomens aus soziologischer und ökonomis-
cher Perspektive. Lang, 2001.

[3] Brader, M.: Bank scam with spaces in trick URL. in: The
Risks Digest Vol. 23 No 3

[4] CERT/CC: Advisory CA-1999-04 Melissa Macro Virus.
URL: http://www.cert.org/advisories/
CA-1999-04.html

[5] CERT/CC: Advisory CA-2000-04 Love Letter Worm.
URL: http://www.cert.org/advisories/
CA-2000-04.html

[6] Cybenko, G.; Gianin, A.; Thompson, P.: Cognitive Hack-
ing: A battle for the mind. in: IEEE Computer Vol 35, No
8

[7] Friedman, B.; Kahn, P.H.; Howe, D.C.: Trust Online. in:
Communications of the ACM Vol. 43 No. 12

[8] Karvonen, K.: Creating Trust.

[9] Lahno, B.: Der Begriff des Vertrauens. Paderborn: men-
tis, 2002.

[10] Mitnick, K.D.; Simon, W.L.: The Art of Deception.Wiley,
2002.

[11] Nikander, P.; Karvonen, K.: Users and Trust in Cy-
berspace. in: Security Protocols. Proc. 8th Intl. WS;
Springer, 2001.

[12] Nikander, P: Users and Trust in Cyberspace (Transcript
of Discussion). in: Security Protocols. Proc. 8th Intl. WS;
Springer, 2001.

[13] Rotter, J.B.: Generalized expectancies for interpersonal
trust. in: American Psychologist Vol. 26 (1971) pp. 443-
452

[14] Rotter, J.B.: Interpersonal Trust, Trustworthiness, and
Gullibility. in: American Psychologist Vol. 35 pp. 1-7

[15] Schneier, B.: Semantic Attacks: The Third Wave of
Network Attacks. in: Crypto-Gram Newsletter, Octo-
ber 15, 2000. URL: http://www.schneier.com/
crypto-gram-0010.html

[16] Shirey, R.: RFC 2828 - Internet Security Glossary.

[17] Wheeler, D.: Secure Programming for Linux and
Unix HOWTO. v3.010, 3 March 2003. URL: http:
//www.dwheeler.com/secure-programs/
Secure-Programs-HOWTO.
html#SEMANTIC-ATTACKS


